Systemic Forces

Welcome back to Introduction to International Relations. In this lecture, we're again going to look at the distribution of military capabilities across the international system, as we did once before, but this time we're not going to focus on trade but on the frequency of war (particularly those that result in a high level of fatalities, for reasons I'll discuss later). 
On the first slide, as always, I lay out the two goals for this lecture. First, I'm going to take you through a game-theoretic model that will explain why we should expect strong hegemons to bring peace to the international system (at least in the sense that relatively few wars will occur that involve high body counts). Then I'm going to present evidence that this has in fact been the case historically. 
Turn to the second slide. 
Everything in this model is the same as in the one from the previous lecture, except that we're adding a third player. That is, the game still begins with C setting the size of x, which we interpret as a challenger making a demand (or executing a fait accompli), and that's still followed by D either accepting or rejecting, which determines whether the game ends in peace or war. Now, though, H has to decide whether to come to D's aid in the event of war. We're assuming, in other words, that the hegemon generally seeks to preserve the status quo. There are some counter-examples, but most of the wars the US has fought since 1945 were of that nature (preventing the spread of communism in the case of the Korean and Vietnam wars, and preventing Iraq from gobbling up Kuwait in 1991), and much the same can be said for the British in the 1800s. The hegemon might not always be willing to intervene, but if they're going to do so, it will generally be on the side of the defender.

We now need to keep track of four values of w, unfortunately. There are still red and blue versions, based on D's martial effectiveness, with the blue one being a bit bigger and having a line over it and the red one a bit smaller as indicated by the line under it, but we're also going to add subscripts to differentiate between cases where the red and blue w's refer to the outcome of a bilateral war (where we'll use a lower case b, cleverly enough) from those where they refer to the outcome of a multilateral war (which will get an m). 

If H decides not to intervene, then w-b (whether it's overline or underline) is going to be exactly the same as the w without any subscripts was in the previous lecture. If H does intervene, however, we're going to add their capabilities (weighted by their martial effectiveness) to the denominator, which ensures that the challenger will get less of what they want from a multilateral war than they would have if they'd faced the defender alone.

The table at the bottom of the slide identifies the utilities for each actor at each outcome. For C and D, everything's straightforward. C gets x, leaving D with 1-x, if the game ends peacefully. C gets w, leaving D with 1-w, in the event of war, and we also penalise each side using c terms because war is costly. Which w shows up depends on whether H intervenes, but otherwise there's no difference. The only thing you should need me to explain here is that iota (the symbol that looks like a lower case i). That stands for the level of interest the hegemon has in the crisis, which might reflect their overall commitment to international stability. Note that this term, by assumption, takes on a value between 0 and 1 (with values closer to 0 indicating that the hegemon doesn't care very much about the outcome of the crisis and those closer to 1 meaning that they're almost as invested as the defender is.) That is, we assume that the hegemon's preferences more or less overlap with the defender's (that's why 1-x appears in their payoff for peace and 1-w their payoff for war), but we don't assume that the stakes are as high for the hegemon. They might be close, or they might not be, but they'll never be the same. 

Finally, as you no doubt guessed, c-H is the loss of utility the hegemon suffers when they incur the costs of war (that is, when they intervene on D's behalf).

Okay, turn to the next slide, where I summarise the results. 

There are two general cases, as there were in the previous lecture on systemic forces. These are differentiated, again, by c-H. In each case, war occurs if and only if C opts for x-overline, a demand that D is only willing to accept if they're the blue type, but it turns out that D actually is the red type. As in the lecture on information problems, C only does that when phi is greater than phi-hat. The critical thing here is that there are two different versions of phi-hat. You'll note that they look a lot alike. In fact, they're identical to the phi-hat from the previous lecture except for the subscripts on the w's. That might make it seem like there's not much difference between the two cases, but there is, because those subscripts matter.

A numerical example might help. Let's fix all the martial effectiveness terms at 1, for the sake of simplicity, except that of the red type of defender, which we'll set at 2. Let's also set C's and D's military capabilities at 1. H's, however, will be 5. That means that the hegemon doesn't make better use of their capabilities (though we could argue about that if we were looking to be as realistic as possible), they just have a lot more of them. That alone is going to make a huge difference, because w-overline-b would come to 0.5, and w-underline-b would be approximately 0.33, making the difference between the two about 0.17, whereas w-overline-m would only be about 0.14 and w-underline-m would be 0.125, making the difference between those two about 0.015. That is, if the hegemon is five times as powerful as either the challenger or the defender (which actually understates the advantage the US has over most countries in the world, if not all of them), then the upside to gambling for the challenger is only a tenth as big if they expect H to intervene than if they do not. Suppose we set c-C and c-D at 0.1. Then phi-hat in the bilateral case is pretty close to 0.6, indicating that the challenger would be willing to risk war as long they thought there was at least a 60% chance of the defender giving in to x-overline-b. In the multilateral case, however, phi-hat would be very close to 0.95, indicating that they'd need to think there was 95% chance of the defender being blue before they'd gamble. So phi-hat-b and phi-hat-m might look very similar, differing only in a few tiny subscripts, but that's a huge difference substantively. Simply put, the challenger still faces an information problem, in that they don't know how well the defender makes use of their military capabilities, but that doesn't really matter. There's effectively no uncertainty about the outcome of the war if the hegemon is going to intervene. (Note that this is basically the same argument for why wars are more likely to occur in a bilateral setting when the two sides are evenly matched, which we talked about in the previous lecture). That's why peace is more likely when the hegemon is really dominant than when they're a little weaker.

This offers an explanation for what many scholars refer to as the 'long peace' of the late 20th century and early 21st. Wars have continued to occur since 1945, of course, but there haven't been as many of them as there used to be, and they've been a lot less deadly. There are a number of reasons for that, including improvements in medicine, but this model suggests that one important factor is the distribution of capabilities. Not only was the Cold War more peaceful than the first half of the 20th century, but the post-Cold War period has seen an even greater decline in bloodshed. On average, ten high fatality wars occurred each decade during the Cold War, or one per year, whereas that figure has dropped to less than five per decade since. Similarly, many scholars have referred to the period of British dominance of the international system as Pax Brittanica, adapting an older term (Pax Romana) for the peace brought about by the Roman empire. There's nothing special about US dominance, in other words. It's just that strong hegemons, in general, tend to bring peace.
Of course, iota also plays a critical role, and so if the hegemon suddenly decides that it's not terribly interested in coming to the aid of its allies around the world, then the likelihood of war will increase even if the hegemon remains really powerful.

Could we complicate this story further by adding uncertainty over c-H (or iota, or e-H, or whatever)? Sure. That would undoubtedly be more realistic, and would provide a better fit for cases such as the Korean War and the Persian Gulf War, which, as I argued in the previous lecture, were largely caused by doubts about the willingness of the United States to intervene. We could also add in a fourth player and talk about the possibility of the challenger getting support from one of H's rivals. There's no need for that, however. The basic result, that the likelihood of war is generally lower when the hegemon is really powerful than when their advantage over the rest of the world is more modest, would still hold up, so this simple version is sufficient for our purposes. The one caveat I would like you to keep in mind is that the hegemon also needs to be interested in the outcome of the crisis, which they won't always be. Specifically, I'm going to argue that iota is likely to take on larger values, making it more likely that C bases their decision on phi-hat-m than phi-hat-b, and is thus less likely to gamble, in cases where a war between C and D would involve a lot of fatalities. There are lots of other things that might matter, and a more sophisticated analysis than the one I'm about to show you (one that looked at individual triads rather than the system as a whole) would take into account things like alliances, and trade, the geographic distance between H and D, any cultural similarity or shared history, and so forth, but to keep things simple, I'm just going to argue that we should expect strong hegemons to decrease the number of high fatality wars but not necessarily the number of wars overall.

Okay, turn to the next slide and let's talk about what I did to evaluate that claim.

Because there's so much variation from year to year in the number of wars, unlike the overall amount of trade in the system, I decided to focus on five year blocs in this analysis rather than individual years the way I did in the previous lecture on systemic forces. That means there are even fewer observations, even though I'm able to go back to 1816 this time around (since war data are available farther back than trade data). In fact, I haven't even got 40 observations this time. (37, to be precise). That's enough to make statistical analysis meaningful, but there's more uncertainty in our estimates of the relationships than in other analyses I've shown you (which makes it all the more impressive that I find anything at all).

The dependent variable in each model is the number of wars that began in that five year period. We're not just including interstate wars this time, though. It won't be until the last lecture of the module that I'll talk about civil war in any detail, but I'm including them here, because hegemons sometimes intervene in civil wars and we have every reason to believe that governments take that possibility into account when offering concessions to would-be rebels. I've also included extrastate wars, which are wars pitting governments against non-state actors that reside outside their territory (such as colonial conflicts or the latter phases of the wars in Iraq and Afghanistan). Note that I'm going to show you the results of analyses that include all wars, even though I don't expect the argument to apply that broadly, as well as from models that only include high fatality wars – where I actually do expect it to play out. (By 'high fatality wars', incidentally, I mean those that involved more than 10,000 battle deaths, to say nothing of how many people were wounded in battle or how many civilians were killed.) 

As in the previous lecture on systemic forces, our key independent variable measures how powerful the most powerful state in the world is. I do that two different ways, just to give a little more confidence in the results. 
I should note here that I also included a variable that won't appear in the table on the following slide, purely to ensure that we're getting the right result for the variable we care about. That variable simply counts up the number of states in the system. There's nothing particularly interesting about that, but because that variable takes on larger values in later periods, and there's every reason to think that more wars occur when there are more actors playing the game, we might falsely conclude that the strength of the hegemon doesn't matter if we didn't take it into account.
The last slide has the table of results. 

As you can see, when we look at all wars, it actually appears that more of them occur when the hegemon's dominance of the system increases. However, when we look at the rightmost columns, we see that high fatality wars in particular have occurred less often when the most powerful state enjoyed a particularly large advantage. 

As ever, we need to bear in mind that statistical analysis alone can't establish a causal relationship. I argued earlier in the module that we should be particularly suspicious of causal interpretations when we have no clear mechanism by which the independent variable would affect the dependent variable, or if we can think of an obvious z that would lead to a correlation between the two even if they didn't directly affect one another. It's not clear to me that we've got that concern here, but perhaps I've overlooked something. I don't want to claim that these results are definitive. All I'll say is that I laid out an argument for why we might expect the sort of wars that hegemons would be most likely to intervene in – those with the highest stakes – to be less likely to occur when the hegemon is really powerful than when their dominance of the system is more contested and that the historical record provides evidence that is consistent with that expectation. 
Well, okay, I'll also say that the effects we identified, if they are causal, are quite large. The difference between a really strong hegemon and a minimally dominant one, according to this analysis, is about five high fatality wars in every five year period, or one per year. That's a lot of lives saved. 
